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GPUS

= Procesadores flexibles de procesamiento general

= Se pueden resolver problemas de diversas areas:

= Finanzas, Graficos, Procesamiento de Imagenes y Video, Algebra
Lineal, Fisica, Quimica, Biologia, etc.

&b

Ecs. Diferenciales Segmentacién de o
Imagenes Medicas Dinamica Molecular Deteccién de Objetos
Visitar CUDA ZONE
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GPUS V§ CPUS
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GPUS V§ CPUS

= Las GPUs cuentan con mayor numero de transistores para
procesar los datos
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CUDA

= Es una tecnologia de propésito general que nos permite
ejecutar cédigo en GPUs para hacer Cédmputo Paralelo

= Desarrollado por NVIDIA en el 2006

(2014-2018)
8-200 series 1.0-1.3 MaxWell 5.0-5.2
FERMI (400 series) 2.0-2.1 Pascal 6.x
KEPLER (600 series) 3.0-3.5 Volta 1.x

Arquitecturas de las GPUs y sus capacidades
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TARJETAS GRAFICAS COMPATIBLES CON CUDA

GeForce 8400 GS, C=1.1

ESLA C1060, C=1.3

GeForce GT 640, C=3.0

| GeForce GTX 480,
C=2.0
-
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CARACTERISTICAS DE CUDA

= Soporta los lenguajes de programacion C/C++, Fortran, Matlab,
Python, LabView, etc.

= Soporte de datos en paralelo y manejador de hilos.

= Librerias:
= FFT (Fast Fourier Transform)

= BLAS (Basic Linear Algebra Subroutines)

= CURAND (Generar numeros aleatorios)

= CUSPARSE (Subrutinas de algebra lineal para operar matrices ralas)
= NPP (NVIDIA Performance Primitives)...

= Opera internamente con OpenGL y DirectX.

= Soporta los sistemas operativos:

= Windows XP 32/64-bit, Windows Vista 32/64-bit, Windows 7 32/64-bit,
Linux 32/64-bit y Mac OS.
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GPU Computing Applications

Libraries and Middleware

Mathematica

Programming Languages

Java
Fortran Python DirectCompute
Wrappers

Directives
(e.g. OpenACC)

. # | CUDA-Enabled NVIDIA GPUS

~

Volta Architecture Tesla V Series
(compute capabilities 7.x)

Pascal Architecture GeForce 1000 Series Quadro P Series Tesla P Series
(compute capabilities 6.x)

Maxwell Architecture Tegra X1 GeForce 900 Series Quadro M Series Tesla M Series
(compute capabilities 5.x)

Kepler Architecture Tegra K1 GeForce 700 Series Quadro K Series Tesla K Series
(compute capabilities 3.x) GeForce 600 Series

// F 2 a'v e F";-- - L7
¥ Embedded , T ‘ PPfessional ‘% /{a Center

Workstation
=
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SOFTWARE CUDA

= El software CUDA esta compuesto por:
= Hardware driver

= Runtime
» Libraries

CUDA. Francisco J. Hernandez-Lépez Enero-Julio 2017




MODELO DE PROGRAMACION EN CUDA

Un programa que se compila para ejecutarse
en una farjeta grafica se le llama Kernel.

El conjunto de hilos que ejecuta un Kernel
estan organizados como una cuadricula (grid)
de bloques de hilos.

Un Bloque de hilos es un conjunto de hilos que
pueden cooperar juntos:

= Conrapido acceso a memoria compartida.

= De forma sincronizada.

= Con un identificador de hilos ID.

= Los Bloques pueden ser arreglos de 1, 2 o 3 dimensiones.

Un Grid de bloques de hilos:

= Tiene un numero limitado de hilos en un bloque.
= Los bloques se identifican mediante un ID.

= Pueden ser arreglos de 1 o 2 dimensiones (actualmente ya
soporta hasta 3 dimensiones).
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Grid

Block (0,0)  Block (1,0) Block (2, 0)

Block (0, 1) Block (1,1) “Block (2, 1)

Block (1, 1)
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MODELO DE PROGRAMACION EN CUDA

= Ejecucidén en el Host y Device.

Host = CPU
Device = GPU

Kernel = Conjunto de
instrucciones que se
ejecutan en el device.
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Parallel kernel

KernelO<<<>>> ()

Parallel kernel

Fernell<<<>>> ()

Dewvice

Grid 0

Block (0, 0)

Block (1, 0)

Block (2, 0)

Hann

vvvvvvvvvvv

Block (0, 1)

Block (1, 1)

Host
Device
Grid 1
Block (0, 0) Block (1, 0)
Block (0, 1) Block (1, 1)
Block (0, 2) Block (1, 2)
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ESCALABILIDAD AUTOMATICA

v

GPU with

2 SMs

SM 0

SM 1

CUDA_C_Programming Guide.pdf
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GPU with 4 SMs

SM 0 SM 1 SM 2

Mientras mas SM tenga la GPU, esta
serd cada vez mas rapida...
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MODELO DE LA MEMORIA EN CUDA

Host Device

Multiprocessor

Multiprocessor

Multiprocessor
Registers
Shared memory

Constant and Texture
caches

Chipset
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INSTRUCCIONES PARA EL MANE]JO DE
MEMORIA

-Crear memoria

cudaMalloc ((void**) devPtr, size t size)
cudaMallocHost ((void**) hostPtr, size t size)
ecudaFree (void *devPtr)

ecudaFreeHost (volid *hostPtr)
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INSTRUCCIONES PARA EL MANE]JO DE
MEMORIA (C1)

-Coplar memoria
cudaMemcpy (void *dst, const voild *src, size t
count, enum cudaMemcpyKind kind)
cudaMemcpy?2D (void *dst, size t dpitch, const
void *src, size t spitch, size t width, size t
height, enum cudaMemcpyKind kind)
cudaMemcpyToSymbol (const char *symbol, const
void *src,size t count,size t offset,enum
cudaMemcpyKind kind) H=>D D=2D
cudaMemcpyFromSymbol (void *dst, const char
*symbol, size t count, size t offset, enum
cudaMemcpyKind kind) D=2H D=2D

Kind = cudaMemcpyHostToHost, cudaMemcpyHostToDevice,
cudaMemcpyDeviceToHost, or cudaMemcpyDeviceToDevice.
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CALIFICADORES DE UNA FUNCION

__device
-Se ejecuta en el dispositivo.
-Llamada solamente desde el dispositivo.

__global

-Se ejecuta en el dispositivo.
-Llamada solamente desde el host.

__host

-Se ejecuta en el host.
-Llamada solamente desde el host.
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CALIFICADORES DE UNA VARIABLE

__device
-Reside en el espacio de la memoria global.
-Tiene el tiempo de vida de una aplicacion.
-Es accesible a partir de todos los hilos dentro del grid, y a partir del host
a través de la biblioteca en tiempo de ejecucion.

__constant__ (Opcionalmente se utiliza junto con __device )
-Reside en el espacio de la memoria constant.
Tiene el tiempo de vida de una aplicacion.
-Es accesible a partir de todos los hilos dentro del grid, y a partir del host
a traves de la biblioteca en tiempo de ejecucion.

__Shared __ (Opcionalmente se utiliza junto con __device )
-Reside en el espacio de memoria compartida de un bloque de hilos
-Tiene el tiempo de vida de un bloque.

-Solamente accesible a partir de los hilos que estan dentro del bloque.
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LLAMADA R UNA FUNCION

Una funcion, por ejemplo:

__global  void NameFunc(float *parametro);
debe ser llamada como sigue:

NameFunc <<< Dg, Db, Ns, St >>> (parametro);

Dg: Es de tipo dim3 dimension y tamafio del grid.

Db: Es de tipo dim3 dimension y tamaio de cada bloque.

Ns: Es de tipo size _t nimero de bytes en memoria compartida.

St: Es de tipo cudaStream _t el cudl indica que stream va a utilizar la
funcion kernel.

(Ns y St son argumentos opcionales)
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VARIABLES DEFINIDAS AUTOMATICAMENTE

Todas las funciones  global y device tienen
acceso a las siguientes variables:

-gridDim es de tipo dim3, indica la dimension del grid.
‘blockldx es de tipo uint3, indica el indice del bloque dentro del grid.
‘blockDim es de tipo dim3, indica la dimension del blogue.

-threadldx es de tipo uint3, indica el indice del hilo dentro del bloque.
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TIPOS DE DATOS

charl, ucharl, char2, uchar2, char3, char3, char4,
uchar4, shortl, ushortl, short2, ushort2, short3,
ushort3, short4, ushort4, intl, uintl, int2, uint2, Int3,
uint3, int4, int4, longl, ulongl, long2, ulong2, long3,
ulong3, long4, ulong4, longlongl, longlong2, floatl,
float2, float3, float4, doublel,double2

La lra, 2da, 3ra, and 4ta componentes se acceden a
través de los campos X, y, Z y w respectivamente

float3 temp[10];

templ[i].x=0.0; temp]i].y=0.0; tempJi].z=0.0;
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FUNCIONES MATEMATICAS

« __ NombreFuncion()
-A nivel de hardware
-Mayor velocidad pero menor precision
‘Ejemplos: __ sinf(x), expf(x), _ logf(x),...

- NombreFuncion()
-Menor velocidad pero mayor precision
-Ejemplos: sinf(x), expf(x), logf(x),...

- -use_fast _math: Opcidon del compilador nvcc
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COMPILACION CON NVCC

‘El nvcc, es el encargado de
compilar el codigo CUDA

-Soporta C/C++

‘El nvce utiliza los siguientes
compiladores para el cddigo

host:
-Linux: gcc, g++
‘Windows: Microsoft VS C/C++
-Mac: Xcode

CUDA. Francisco ]J. Hernandez-Lépez
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INSTALANDC CUDA

http://developer.nvidia.com/cuda/cuda-downloads

Select Target Platform @

Click on the green buttons that describe your target platform. Only supported platforms

will be shown.

Operating System Windows

Mac 05X
Architecture @ x86_64
Server 2012 R2

Server 2008 R2

Version

CUDA. Francisco J. Hernandez-Lépez Enero-Julio 2017



EJEMPLOS DEL SDK

7] CUDA N-Body (6144 bodies): 77.6 fps | 2.9 BIPS | 58.6 GFLOP/s | single precision L= | = [WE38 5 cupA Particles (16384 particles): 1283 fps

Point Size
Velocity Damping

7 | CUDA Bilateral Filter: 41 clidean_delta=5.77, gaussian_delta=4.00, iterations=1.00) [ [ B
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"deviceQueryDrv’

-Para saber que capacidades tiene nuestra tarjeta de

video:

EX c\Program Files\NVIDIA Corporation\MVIDIA GPU Computing SDEMNC\bin\win32\Release\deviceQu E...lﬂli_]

cUDA Capability Minor revizion numher:
Total amount of global memory:

Mumher of multiprocessops:

Mumber of cores:

Total amount of constant memopy:

Total amount of shared memory per block:

Total number of registers availahle per hlock:

Warp size:

Maximum
Maximum
Maximum
Maximum
Texture

numher of threads per block:

gizes of each dimenzion of a block:

sizes of each dimension of a gpid:
memory pitch:
alignment:

Clock rate:

Concurrent copy and execution:
RBun time limit on kernels:
Integrated:

Support
Compute

host page—-locked memory mapping:
mode =

can use this device simultaneously)

Test PASSED

Pressz EMTER to exit...

1
268435456 bytes
2

16

65536 hytes
16384 hyutes
g192

3z

Li2

512 x 512 x b4
65535 x 65535 x 1
262144 hytes
256 hytes

@.92 GHz=

Default (multiple host threads

Resultado con una tarjeta NVIDIA GeForce 8400 GS

CUDA. Francisco ]J. Hernandez-Lépez
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“deviceQueryDrv’

-Para saber
video:

gue capacidades

There iz 1 device supporting CUDA

Device B@:=

"GeForce 8800 GT™

tiene nuestra

Major revision number:

Minor revizion number:

Total amount of global memory:
Mumber of multiprocesszsops:
Mumber of cores:

Total amount of constant memoruy:

Total amount of shared memory per hlock:

Total number of registers available per bhlock:

Warp size:

Maximum
MHaximum
Maximum

numbher of threads per block:

sizes of each dimension of a block:

sizes of each dimension of a grid:

Maximum memory pitch:

Texture alignment:

Clock rate:

Concurrent copy and execution:

Test PASSED
Press EMTER to exit...

1

1

L36543232 hytes
14

112

65536 hytes
16384 hytes
8192

32

L1z

12 x 512 x 64
65535 x 65535 x 1
262144 hytes
256 hytes

1.51 GH=

Yes

Resultado con una tarjeta NVIDIA GeForce 8800 GT

CUDA. Francisco ]J. Hernandez-Lépez
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CUDA-Z

GeForce 8400 GS & GeForce 8800 GT

€ CUDA-Z 0.5.95 -

= |

Core

Memaory I Performance | Abnut|

Mame |GEFDFEE 8400 G5

Compute Capability | 1.1
i Clock Rate [918 MHz

Multiprocessors | 2

Warp Size |32

Regs Per Block |8152
Threads Per Block | 512
Watchdog Enabled |No

nvinlLa

>

X ¥ z
Threads Dimentions | 512 |512 64
Grid Dimentions | 55535 |65535 1
[0: GeForce 8400 G5 =

I CUDA-Z0.5.95

Core

Memary || Petrformance || .ﬁ.l:nnutl

Mame

Compute Capabiliby
Clock Rate
Multiprocessors
‘Warp Size

Regs Per Block
Threads Per Block
watchdog Enabled

Threads Dimentions

Grid Dimentions

GaeForce 3800 GT
1.1

1512 MHz

14

a2

g192

51z

Yes

a1z a1z

B5535 B5535

o

nvinla

o
1

0: GeForce 800 GT

o

[http://cuda-z.sourceforge.net/]

CUDA. Francisco J. Hernandez-Lépez
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CUDA-Z

GeForce 8400 GS & GeForce 8800 GT

€ CUDA-Z 0595 E=NRERE XNl 7 () 7 0.5.95
Core | Memory | Performance | About | | Core | Memory | Performance | About |
Total Global | 256 MB Total Global |511.658 MB
Shared Per Block | 16 KB Shared Per Block | 16 KB
Pitch | 256 KB Pitch | 256 KB
Total Constant |64 KB Total Constant |64 KB
Texture Alignment | 256 Texture Alignment | 256
GPU Overlap |Yes GPU Overlap | Yes

o G 400G 5
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CUDA-Z

GeForce 8400 GS & GeForce 8800 GT

€ CUDA-Z 0.5.95 = | (S -
| Core | Memory Performance About
Memory Copy Pinned Pageable
Host to Device | 2442.7 MBfs | 1818.96 MB/s

Device to Host | 2425.35MB/s | 1348.57 MB/s

Device to Device | 2075.73 MB/s
GPU Core Performance
Single-precision Float |2‘3256.9 Mflop/s

Double-precision Float |.r'|.-'::l.f.51.5-:par.ﬁeu‘

32-bit Inteqger | 53860.85 Miop/s

24-hit Inteqger |2‘3258.E Miops

Update Results in Background

[0: GeForce 8400 GS =

CUDA. Francisco J. Hernandez-Lépez

T CUDA-Z 0.5.95

Mernory Copy

Host to Device

Cevice bo Host

Device to Device

GPU Core Performance
Single-precision Float
Double-precision Floak
32-bit Inteqger

24-hit Inteqger

| Core | Memory | Performance | About |

Pirred
1915.1 MB/s
1916.61 MB|s
22583.3 MB/s

336450 Mfop)'s
Not Supportad
67353.1 Miop/'s
336339 Miop/'s

Update Results in Background

Pageable
Q53,283 MB|s
Q73,734 MB|s

0; GeForce G800 ST
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CUDA-Z

-Quadro FX 5600 & Tesla C1060

T CUDA-Z 0.5.95 . T CUDA-Z 0.5.95
Core MEmnary: Performance Abiouk Core MEmnary Performance About
Mame |Quadro Fx 5600 Mame |Tesla 1060 —
Compute Capability | 1.0 r‘f“ Compuke Capability 1.3 "‘:“
Clack Rate | 1350 MHz ~ NVIDIA Clack Rate | 1296 MHz - NVIDIA.
Multiprocessors |16 B e e Multiprocessors |30 ‘m
Warp Size |32 Warp Size |32
Regs Per Block | 8192 Fegs Per Block | 16354
Threads Per Block |512 Threads Per Block (512
YWatchdog Enabled | Yes Watchdog Enabled | Mo
s i z X Y zZ
Threads Dimentions | 512 nlZ 64 Threads Dimentions | 512 nlZ 64
atid Dimentions | 65535 B5535 1 i=tid Dirmentions | 65535 BS535 1

1: Quadra F 5600 0: Tesla C1060 | s
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CUDA-Z

-Quadro FX 5600 & Tesla C1060

Y CUDA-Z 0.5.95 = |5 |<]@ 7 cuba-z 0.5.95
| Care | Mernory Performance || About | | Core Memary Performance || About |
Total Global | 153569 ME Tokal Global |-0.25 MB
Shared Per Block | 16 KB Shared Per Block | 16 KB
Pitch | 256 KB Pitch | 256 KB
Tokal Constant |64 KB Total Constant |64 KB
Texture Alignment | 256 Texture Alignment | 256
GPU Overlap | Mo GPU Overlap |Yes

1: Quadra F¥ SA00 0: Tesla C1060 s 4

CUDA. Francisco J. Hernandez-Lépez Enero-Julio 2017



CUDA-Z

-Quadro FX 5600 & Tesla C1060

T CUDA-Z 0.5.95 ¥ CUDA-Z 0.5.95 A=l
Care | Memory | Performance | About Core | Memory | Performance | About
Mermory Copy Pinned Pageable Mernory Copy Pinned Pageable
Host ko Device |2909,03 ME/s 2800.47 MB/s Host ko Device | 56584, 15 ME/s 5713.91 ME/s
Device to Host | 2909,57 ME/s 2800.51 MB/= Device ko Hosk | 584,56 MB/s 5220.9 MB)'s
Device to Device | 31037.3 MB/s Device to Device | 36259.5 MB)s
GPU Core Performance GPU Core Performance
Single-precision Float | 343201 Mflop/s Single-precision Float | 615950 Mflop)'s
Daouble-precision Flaat | A Supparfed Double-precision Floak | 75354, 1 MFlop/s
32-bit Inkeger | 6EB56.4 Miop)'s 3z-bit Inteqer | 124232 Miop/'s
24-bit Inkeger | 343180 Miop/s 24-hit Integer | 619094 Miop)'s
Update Resulks in Background IJpdate Results in Background
1: Quadro Fx 5600 | a4 0; Tesla C1060 (] 4
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CUDA-Z

GeForce GTX 480 & GeForce GT 640

£% cU

Core | Memory I Performance | About |

Mame |GEFurce GTX 430
Compute Capability 2.0
Clock Rate | 1451 MHz
PCI Location | 0: 1:0
Multiprocessars | 15 (480 Cores)
Therds Per Multiproc. | 1536
Warp Size |32
Rege Per Block | 32763
Threads Per Block | 1024
Threads Dimensions | 1024 x 1024 x 64

nvinDla
| w— !

Diriver Version

Grid Dimensions |65535 ¥ 65535 x 65535
Watchdog Enabled |Yes

| 301.42

Driver DIl version

Integrated GPU | Mo

Concurrent Kernels | fes

[ 4,20 (8.17.13.0143)

Runtime Dl Version

Compute Mode |Default

|4.20 (5,14,11,4020)

Core | Memary | Performance | About |

Mame |GeForce GT 640

Compute Capability 3.0

Clock Rate | 954 MHz

nviDlA

PCI Location |0:2:0

Multiprocessors | 2 (384 Cores)

Therds Per Multiproc, | 2043

Warp Size |32

Regs Per Block |65536

Threads Per Block | 1024

Threads Dimensions | 1024 x 1024 x 64

Driver Version

Grid Dimensions | 2147483647 x 65535 x 65535

| 306,94

Watchdog Enabled |Yes

Driver DIl Version

Integrated GPU |Mo

| 5.0(8.17.13.0654)

Concurrent Kernels | fes

Runtime DIl Version

Compute Mode |Default

| 4.20 (5,14,11,4020)

0: GeForce GTX 430 - |

| 1: GeForce GT 640 -

CUDA. Francisco J. Hernandez-Lépez
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CUDA-Z

GeForce GTX 480 & GeForce GT 640
L= Cm !{:um-z 0.6.16 = |

Core | Memory | Performance | About |

Core Memory | Performance | About |

Clock

Total Global | 1535.69 MiE

Bus Width | 354 bits

Rate | 1900 MHz

Error Correction | Mo

L2 Cache Size |48 KiB

Shared Per Block | 48 KiB

Fitch | 2048 MiB

Total Constant |64 KiE

Texture Alignment |512E

Texture 1D Size | 65536

Texture 2D Size |65536 x 565535

Texture 30 Size | 2048 x 2043 x 2043

GPU Overlap | Yes

Map Host Memory | Yes

Unified Addressing |No

Async Engine | Yes, Unidirectional

Total Global | 1024 MiB

Bus Width | 125 bits

Clock Rate | 2500 MHz

Error Correction |Mo

L2 Cache Size |48 KiB

Shared Per Block |43 KiB

Pitch | 2048 MiB

Total Constant |54 KiB

Texture Alignment | 512 B

Texture 1D Size |65536

Texture 2D Size |65536 ¥ 65536

Texture 3D Size |4UEIE ¥ 4096 x 4096

GPU Overlap |Yes

Map Host Memary |"|"es

Unified Addressing | Mo

Async Engine | Yes, Unidirectional

0: GeForce GTX 430

d

| 1: GeForce GT 640

d

CUDA. Francisco J. Hernandez-Lépez
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CUDA-Z

GeForce GTX 480 & GeForce GT 640
¢ CUDAZ 06,163 R oo o S| gcuna-zuﬁm psi |

| Core | Mermory | Perfarmance | About | | Core I Memory | Performance | About |
Memary Copy Pinned Pageable Memory Copy Pinned Faneable
Host to Device |6180,17 MiB/s | 3018.5 MiE/s Host to Device |5798.5 MiE/s [ 1755.2 MiE/=
Device to Host |6212,32 MiB/fs |4220.21 MiB/j= Device to Host | 625434 MiB/s | 1304, 55 MiB/=
| Device to Device | 73.6236 GiB/fs Device to Device | 26,0472 GiB/s
GPU Core Performance GPU Core Performance
Single-precision Float | 1386. 25 Gflop/s Single-predision Float | 425,738 Gflop/s

Double-precision Float | 174,022 Gflop/s Diouble-precision Float | 30,4333 Gflop/s |
32-bit Integer | 695,33 Giop/s 32-bit Integer | 121,56 Giop/s |
24-hit Integer | 534,529 Giop/s 24-hit Integer | 121,296 Giop)s |

Update Results in Background
[ Heavy Load Test Mode

Update Results in Background

[7] Heavy Load Test Mode
| [0: GeForce 67X 480 - [ ok | | 1: GeForce GT 640 ~ [ o« ]
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